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Abstract. Analysing and improving chatbot dialogues – so-called chatbot 'train-

ing' – is key to the successful implementation and maintenance of chatbots for 

customer service. Nevertheless, the details of this practice and what service 

providers may learn from the analysis of such dialogues is not investigated in 

current research on chatbots. As a first step towards bridging this gap in exist-

ing knowledge, we present a study of the qualitative analysis of chatbots dia-

logues in the context of the customer service department of a large telecom pro-

vider. In total 406 dialogues, randomly sampled from all chatbot dialogues dur-

ing a four-week period, were included in the analysis. The analysis concerned 

the chatbot's ability to resolve customers' requests, the quality in the chatbot di-

alogues, and suggestions for improvements of the chatbot knowledge base gen-

erated through the analysis. The findings shed light on characteristics of suc-

cessful and unsuccessful chatbot dialogues and the kind of improvements that 

may be derived from such analysis. On the basis of the findings we summarize 

implications for theory and practice, and suggest future research. 

Keywords: Chatbot dialogue analysis, chatbot training, customer experience. 

1 Introduction 

Chatbots are currently taken up among service providers as a means to provide fast 

and efficient customer service. Through chatbots, service providers are able to pro-

vide immediate responses to customer requests any time of the day, any day of the 

week. Chatbots may serve as first line support in the chat channel, or be offered as an 

alternative to chat with human agents [6, 18]. 

In current chatbots for customer service, customers typically make their request in 

free text. The chatbot then interprets this text as reflecting one of a large number of 

intents the chatbot is able to recognize and provides a predefined answer in return. 

Enabling the chatbot to provide adequate answers based on such intent recognition is 

referred to as 'training'. A novel branch of customer service professionals has emerged 

in parallel with the uptake of chatbots for customer service – so-called 'AI trainers'. 

Pre-print of full paper presented at CONVERSATIONS 2019 - an international workshop on chatbot research, 
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The work of AI trainers is to go through customer-chatbot dialogues to check whether 

the answers provided by the chatbot are adequate responses to the customer requests, 

and – if not – to extend and improve the chatbot's content and capability for intent 

recognition so that it may respond correctly to similar requests in the future. 

The work of AI trainers is critical for the successful implementation of chatbots for 

customer service. However, precious little research-based knowledge on this analysis 

and improvement process is available. As a first step towards addressing this gap in 

current knowledge, we present a study where we analysed chatbot dialogues at a cus-

tomer service unit in a large telecom service provider. The analysis provided insight 

on (a) the degree of request resolution in the chatbot and details on failure to resolve, 

(b) dialogue quality and characteristics of successful and unsuccessful chatbot dia-

logues, and (c) suggestions for improvement in the chatbot's conversational capabil-

ity.  

The study contributes initial insight into an area largely overseen in the literature. 

We hope it may serve as a point of departure for more extensive investigations. 

2 Background 

We understand chatbots, also referred to as conversational agents or virtual agents, as 

conversational user interfaces to information and services. In this background section 

we provide an overview of chatbots for customer service, current challenges, and 

some details on chatbot technology and training.  

2.1 Chatbots in Customer Service – Overview and Current Challenges 

Driven by the success of voice-based assistants such as Apple’s Siri and Amazon 

Alexa, and the major tech companies' prioritizing of conversational computing, there 

has been a surge of interest in chatbots for customer service (e.g. [1, 9, 10]). A range 

of platforms are now available for chatbot development and training, including IBM 

Watson, IPsoft's Amelia, Google's Dialogflow, Microsoft Bot Framework, and vari-

ous platforms from start-up companies.  

The motivation for service providers to take up chatbots for customer service in-

clude cost-efficiency in service provision and the opportunity for 24/7 chat-based 

customer service, which may lead to improved customer experience. Customers have 

been found to appreciate the immediate and accessible help provided by customer 

service chatbots [4]. However, customers still note important challenges in chatbots 

for customer service- in particular, when chatbots are not able to correctly interpret 

requests [5] and chatbots' inability to handle complex requests [8].  

While the current surge of interest in chatbots for customer service is relatively re-

cent, chatbots have been exploratorily applied for this purpose since the turn of the 

century [14]. However, many early chatbots for customer service have been aban-

doned as they were not able to deliver the needed quality in the interaction. Mimoun 

et al. [16] pointed out a gap between customer expectations and chatbot performance. 

Gnewuch et al., [11] summarized other key reasons for chatbot failure in customer 
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service, including inability to provide engaging and convincing conversations and 

failure to keep longer conversations in adherence to the conversation context. 

Several authors have pointed out the need to strengthen chatbot conversational ca-

pabilities e.g. [7]. Research presented for this purpose includes, for example, devel-

opment of mechanisms to keep chatbot conversational context [2], leveraging of sen-

timent analysis in chatbots [13], and development of generative chatbots for customer 

service – that is, chatbots that are able to generate novel responses to novel user re-

quests on the basis of machine learning conducted on large dialogue datasets [19]. 

However, in spite of the research efforts on improving chatbot conversational ca-

pabilities, there is a surprising lack of knowledge on the analysis and development 

process involved in the training of chatbots for customer service – that is, the work 

involved in the analysis and improvement of chatbot dialogues. 

2.2 Chatbot Technology and Chatbot Training  

Current chatbots for customer service are typically powered by artificial intelligence. 

Such chatbots apply classical natural language processing techniques as stemming, 

language detection, tokenization, in combination with deep learning approaches. 

These techniques and approaches are combined to create natural language understand-

ing models which are, when trained properly, able to identify the intents of the cus-

tomers’ requests to the chatbot. While some service providers explore voice-based 

chatbots for customer service, most such chatbots are currently text-based.  

The deep learning approaches used in the chatbots are mainly applied to predict the 

customers' intents from their written input, by so-called 'supervised' learning ap-

proaches [17]. As soon as the intent is identified, the chatbot provides a predefined 

answer in return – an answer which may be refined as the customer moves through a 

dialogue tree by use of predefined answer options on buttons or links. This in contrast 

to so-called 'generative' chatbots where also the chatbots’ answers are generated from 

deep learning models based on large dialogue datasets (e.g. [19]). Generative chatbots 

for customer service are, however, only at a pre-commercial research stage. 

Hence, in current chatbots for customer service, quality in performance depends on 

(a) correct intent prediction, (b) comprehensiveness of intents, and (c) quality in the 

chatbot responses. 

Correct intent prediction concerns the chatbot's ability to adequately identify 

which of its predefined intents that best reflects a customer's free text request, and – if 

no such intent exists – identify that it does not understand this particular request. To 

enable correct intent prediction, the chatbot typically is provided a set of free-text 

example phrases, so-called 'training data', for each predefined intent. For each intent, 

the number of example phrases may range from a handful to several hundred depend-

ing on the specificity and complexity of the intent. Intent prediction may be improved 

through adding, changing, or removing example phrases from the training data. 

Comprehensiveness of intents concerns the chatbot's ability to respond to a suffi-

ciently broad set of customer requests. A chatbot for customer service may include 

several thousand intents to cover a sufficiently broad set of requests within its target 

domain. However, an overly extensive set of intents may be counter productive, as it 
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may increase the risk of erroneous intent prediction (false positive), or failure to pre-

dict any intent (false negative), in the case when more than one intent may be predict-

ed as the one best reflecting the customer's request. Improving intent comprehensive-

ness concerns identifying unresolved customer requests and setting up novel intents, 

or identifying unhelpful intents and removing or reworking these. 

Quality in the chatbot responses concerns the textual responses from the chatbot 

that are associated with predicted intents. These responses may or may not include 

content from underlying web services. To improve the quality in chatbot responses 

this textual content is reworked, something that requires communication skills and 

domain knowledge rather than skills in analysis or technical development. Hall [12] 

makes a particular point of the need to include writing skills in a team that develops 

conversational user interfaces.  

The process of improving chatbot intent predictions, intent comprehensiveness, 

and responses associated with the intents is referred to as 'training' [3]. Note that such 

intent-oriented training differs from the training on large corpora of text to support 

generative chatbots (e.g. [19]).  

3 Research Question 

There is a lack in research on the improvement of chatbot dialogue through training. 

This lack is surprising given the importance of this process for current chatbots for 

customer service. Such chatbots are still in their emergence, and their sustained de-

velopment depends on their ability to respond adequately to customer requests and 

also to provide good customer experiences. Chatbots unable to identify customer 

intents, without a sufficiently comprehensive set of intents, or without quality content 

in their responses associated with the intents, will likely fail. Hence, knowledge relat-

ed to the training of chatbots is needed.  

A key part of chatbot training, is to move from raw dialogues between customers 

and the chatbot, through analysis, to suggestions for improvement. As a first step 

towards increased knowledge on how companies may improve their chatbots conver-

sational capabilities, we formulate the following research question: 

How can a service provider better understand and improve the conversational ca-

pabilities of a chatbot for customer service by analysis of chatbot dialogues? 

The research question invites to a study of what can be learnt from the analysis of 

customer-chatbot dialogues, and how to utilize this learning for improving the chat-

bot's conversational capability. Such analysis may concern chatbot request resolution, 

the quality of the conversation, and characteristics of conversational successes and 

failures. Improvements may concern updating of training data, extending or rework-

ing the total set of predefined intents, or improving on the textual responses. 
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4 Method 

To answer the research question, we conducted a study involving analysis of dia-

logues from a chatbot for customer service at Telenor, a major telecom provider, and 

subsequent identification of possible improvements to the chatbot knowledge base. 

The analysis process was conducted by a team of three analysts at the company – the 

three first authors of this paper. The analysts held different roles respective to the 

chatbot: one AI-trainer with practical basis in the customer service domain, one re-

searcher in conversational computing, and one customer service manager.  

In this method section, we present the particular chatbot for customer service, the 

sampling and analysis of chatbot dialogues, as well as the process for using the analy-

sis findings to identify suggestions for improvement. 

4.1 Telmi – the Customer Service Chatbot 

Telenor is an international telecom provider. One of its operations, Telenor Norway, 

introduced the chatbot Telmi for customer support early 2019, as a parallel option to 

chat with human agents. However, whereas regular customer service opening hours is 

08:00-20:00, the chatbot is available 24/7. 

When users select the chatbot function they are explicitly told that Telmi is a chat 

robot that “can help you with Telenor's products and services”. The neutral robot 

personality and clarification of domain constraints should motivate customers to state 

their errand in a to-the-point and objective manner. 

The chatbot was initially set up to provide help with frequently asked questions 

and troubleshooting. Functionality was then extended to include guides to product 

offerings and support for tasks such as get PIN or PUK codes, activate or order SIM 

card, get information on data consumption, and block subscription. At the end of the 

study period, the chatbot was able to identify and respond to about 2100 intents. 

In the first half of 2019, during pilot and early phases after launch, Telmi has han-

dled about 175.000 conversations with customers. Within customer service opening 

hours, 52% of the customers contacting the company by chat use Telmi while 48% 

chose to chat with a human directly. The majority of the chatbot enquires originate 

from smart phones (around 60% of the users). The others use computers (35%) or 

tablets (5%) when interacting with the chatbot. 

4.2 Sampling and Analysis Process 

To review and improve Telmi conversational capabilities, a process for sampling and 

analysis of chatbot dialogues was conducted in the period May 23 – June 13, 2019. 

The process spanned eight analysis workshops where the team of three analysts re-

viewed and coded about 50 chatbot dialogues randomly drawn from the totality of 

Telmi dialogues since the last workshop. The three analysts had to agree on a com-

mon classification of each dialogue. This way of working ensured high quality of the 

analysis (but it was not always time effective). The duration of each analysis work-

shop was about 1,5 hours. See Fig. 1 for an overview of the process. 
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Over the entire period, data was sampled from a total of 30033 chatbot conversa-

tions. Of these, about 85% were completed with Telmi and 15% were escalated to a 

human customer service agent. About 30% of the conversations were outside custom-

er service opening hours.  

A total of N = 406 chatbot dialogues were analysed, which ensures a confidence in-

terval (margin of error) of plus-or-minus 5% and a confidence level of 95%.  

 

 
Fig. 1:  Eight analyses workshops, A1-A8.  For each workshop ~50 dialogues were randomly 

chosen from all chatbot dialogues following the previous workshop. 

4.3 Three Topics of Analysis 

At the eight workshops, the sample dialogues were considered with respect to three 

topics of analysis: (a) request resolution and characteristics of unresolved requests, (b) 

quality in conversation and characteristics of successful and unsuccessful conversa-

tions, and (c) suggestions for improvement. The analysis topics were established 

through an iterative process involving initial piloting prior to the presented analysis. 

Request resolution was coded as one of five categories:  

 Resolved – the chatbot resolved the customer’s request or provided help 

 Immediate handover – the chatbot immediately offered handover to a human 

agent, because the customer asked for this or because company policy required 

the request to be handled by a human agent (e.g. termination of certain contracts) 

 Not resolved – the chatbot did not solve the customer’s request or provide help 

 Irrelevant customer input – the customer request was off-topic or empty 

 Uncertain – the analysts were not able to decide on any of the above categories  

Dialogues categorized as uncertain were typically long and windy, without an obvi-

ous resolution. This category was, hence, later in the analysis treated the same way as 

dialogues categorized as not resolved (see section 5.1).   

Quality in conversation was coded as one of five categories:  

 Excellent – the customer got their request solved efficiently; very likely a good 

customer experience 

 Good – the chatbot answered as good as is possible within the frame and con-

strains it has been set up to work within 

 OK – the customer got an answer after a long, winding, or difficult dialogue 

A1 A2 A3 A4 A5 A6 A7 A8

May 23, 2019 June 13, 2019

~50 
dialo-
gues

~50 
dialo-
gues

~50 
dialo-
gues

~50 
dialo-
gues

~50 
dialo-
gues

~50 
dialo-
gues

~50 
dialo-
gues

~50 
dialo-
gues
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 Reasonable miss – the chatbot failed to provide an adequate answer due to the 

request being out of scope, in a different language, the customer joking etc., or 

the request was considered impossible to resolve even for an ultimate chatbot 

 Poor – the chatbot failed to provide an adequate answer, which it should be able 

to provide. Should be fixed as soon as possible.  

Following coding, the characteristics of excellent and poor chatbot dialogues were 

discussed and a set of prototypical characteristics for these dialogues were identified.  

Suggestions for improvement were discussed within the analysis team in re-

sponse to issues identified in the preceding analysis. A range of suggestions were 

identified and brought forward to the subsequent improvement process. In the results 

section, the types of suggestions are categorized and summarized.  

5 Results 

5.1 Request Resolution - and Characteristics of Unresolved Requests 

The first analysis concerned request resolution, and the characteristics of unresolved 

requests. About a quarter of the dialogues (24%) were coded as resolved, and a quar-

ter of the dialogues (25%) were coded as immediate handover. About one third (34%) 

were coded as unresolved, 13% as irrelevant customer input, and 4% as uncertain.  

The dialogues coded unresolved and uncertain (152 out of 406 dialogues) were 

made subject of a closer investigation and three subcategories were identified. (a) 

Eventual handover (14%) where the chatbot failed to correctly predict the customers' 

intent but offered handover to human assistance due to repetitions of a question or to a 

subsequent request for human 

assistance. (b) Incorrect answer – 

abandoned (17%) where the cus-

tomer abandoned the chat when 

the chatbot failed to correctly 

predict the customer's request and 

returned a fallback response or a 

non-relevant answer (false posi-

tive) without providing a link to 

human assistance. (c) Correct 

answer - abandoned (7%) where 

the chatbot correctly interpreted 

the customer request, but the 

customer for some reason aban-

doned the chat without acting on 

the chatbot's recommendation to, 

for example, click a link or log 

in. An overview is provided in 

Fig. 2  Fig. 2. Overview of the analysis of chatbot request 

resolution (N = 406) 

Resolved in chatbot 
(24%)

Immediate 
handover

(25%)

Eventual
handover

(14%)

Irrelevant 
customer input 

(13%)

Correct answer –
abandoned

(7%).

Incorrect answer –
abandoned

(17%)
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5.2 Quality in Conversation 

Quality in conversation was coded for all dialogues, except for those coded irrelevant 

customer input and uncertain. In total, 350 of 406 dialogues were coded on quality. 

The distribution of the codes for quality in conversation (n = 350) was: excellent 

(27%), good (19%), OK (13%), reasonable miss (10%), and poor (31%). 

 

5.2.1 Characteristics of Successful Dialogues  

Dialogues coded as excellent were characterized in part by specific customer behav-

iour, in part by specific chatbot characteristics. We detail and exemplify these below. 

Customer behaviour, interestingly, was found important for successful chatbot 

dialogues. Specifically, customers in these dialogues typically had a concrete need, 

and were able to formulate this at the right level of abstraction. As in the following 

example: 

- Customer: Hi. I want to order a new SIM card 

- Telmi: I can help order a SIM card. Which number does this concern? 

- Customer: [input number] 

- Telmi:  The SIM card will be sent to [name, address]. Please confirm  

- Customer (selects predefined answer): Confirm order 

- Telmi: Your new SIM card is ordered. You should receive this by mail in the 

coming 1-3 days.  

Chatbot characteristics were, not surprisingly, also found important for success-

ful conversations. Specifically, we found it important that (a) the chatbot vocabulary 

reflected the actual customer vocabulary, (b) the chatbot interpreted customer input 

forgivingly – specifically, in response to typos or misplaced autocorrects, and (c) the 

chatbot provided a good customer journey through integration with backbone IT-

systems.  

An example of the importance of the chatbot vocabulary reflecting customer vo-

cabulary is seen in the dialogue below. Given the wide variation in customer vocabu-

lary, this chatbot characteristic requires substantial training through entering a broad 

range of example phrases in the chatbot knowledge base. 

- Customer: I do not have sound on the transmissions 

- Telmi: Maybe I did not understand you perfectly, but I can help you with this: 

No sound on TV. 

- Customer (selects predefined answer): No sound on TV 

- Telmi: Check the sound level on the TV, decoder, and sound system. Double 

check that none of these are on mute. Did this solve the problem? 

 

5.2.2 Characteristics of Unsuccessful Dialogues 

Dialogues coded poor were characterized by issues pertaining to customer behaviour, 

the chatbot, and the service provider.  

Customer behaviour in poor chatbot dialogues concerned a range of issues caus-

ing problems for the chatbot. For some, the customer expectation to the chatbot 
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seemed too high. That is, the customer asked complex questions or phrased the ques-

tions in ways difficult for any machine to interpret. An example of this is seen in the 

dialogue below: 

- Customer: Hi. Do you have any free subscriptions for children like some of 

the other providers, such as [provider name] offers? 

- Telmi: I am not sure if I understood your question, but here are some options I 

may be able to help you with: Subscription price plans. 

- Customer: No 

Customer behaviour causing problems also included customers who expressed dis-

like of the correct answer and attempted to negotiate (e.g. price), customers who ex-

pressed uncertainty or an exploratory approach and did not stick to one topic, and 

customers who failed to read instructions provided by the chatbot or failed to under-

stand interaction mechanisms such as links or buttons.  

Chatbot issues were also a frequent characteristic of poor chatbot conversations. 

Specifically, when the chatbot failed to identify existing intents (false negatives) or 

identified the wrong intents (false positives), when needed intents were missing from 

the chatbot knowledge base, when needed content was missing, or when the chatbot 

lacked the needed functionality or integration with backbone IT-systems. 

Issues concerning intents or content typically motivated suggestions for improve-

ment, as described in the next results section. The following is an example of the 

chatbot failing to identify an existing intent. 

- Customer: Hi. When do you close? 

- Telmi: I have not yet learnt to answer this. Try re-phrasing the question. 

Whereas failures to identify existing intents (false negatives) are easy to identify, 

as the chatbot responds with a fallback message, the chatbot's erroneous interpretation 

of the request as the wrong intent (false positive) is more problematic, as identifica-

tion of this typically requires manual analysis. The following exemplifies a false posi-

tive: 

- Customer: How’s my <order number> going 

- Telmi: (does not recognise the order number and erroneously interpreting re-

quest as “how do you do”):   I am fine  

 

Service provider issues also characterized some of the poor conversations. Specifi-

cally, complex services or products were found to make it challenging for customer to 

make precise requests and to make it challenging for chatbot to help. Also, in some 

instances, conversational quality was compromised due to the use of ordinary diction-

ary words used in product names - e.g. for the service 'My Messages' (in Norwegian: 

'Mine Meldinger') as exemplified in the dialogue below. Such issues may not be re-

solved through training, but nevertheless hold managerial implications.  

- Customer: I have an issue concerning my messages not getting through. 

- Telmi (erroneously interpreting request as regarding the service My Messag-

es): If you are experiencing problems with My Messages, it is usually due to 
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My Contacts not being installed on your phone. If My Contacts is installed, 

and you have logged in – click here for further options.   

- Customer abandons the conversation 

5.3 Suggestions for Improvements 

Suggestions for improvements were identified regardless of the quality of the conver-

sations. A total of 259 dialogues (64%) gave input to suggestions for improvements of 

the chatbot. One dialogue could provide input to more than one improvement areas. 

This list of suggestions for improvements provides the AI trainer with actionable 

insights, i.e. concrete input on how to improve chatbot performance. In the following, 

we provide a summary overview of the most frequent categories of suggestions for 

improvements (>2% of dialogues). The category Utilizing context occurred rarely. 

 

Table 1. Distribution of suggestions for improvement (n = 259) 

Improvement category Percentage  (n = 259) Frequency 

Prediction of existing intents 37% 96 dialogues 

New intents or content 35% 91 dialogues 

Conversational improvement 33% 85 dialogues 

Integration issues 30% 78 dialogues 

Entities 6% 16 dialogues 

Buttons   5% 12 dialogues 

False positives 4% 11 dialogues 

Language not supported  4% 10 dialogues 

 

The improvement area prediction of existing intents was mainly caused by lack of 

training data for the deep learning model. This may be improved through training, by 

adding or reworking example phrases to the training data. For example, if failure to 

predict was caused by spelling errors, the AI trainer may consider adding the misspelt 

word as a synonym. 

The improvement area new intents or content concerned dialogues where the chat-

bot knowledge base did not include the customer’s intent or lacked useful content for 

a given intent. An example of lack of useful content was one customer writing “with-

out Internet”. Telmi had a corresponding intent associated with content for trouble-

shooting. However, the customer's router model was not included. Improving this 

could be done by adding the actual router model to the knowledge base.  

The improvement area conversational improvement concerned poor formulations 

in the chatbot answers, poor dialogue flow, and suboptimal predefined answer alterna-

tives.  The discussion of concrete examples gave input to the AI trainer on how to 

improve and refine the conversational content in the chatbot.  

The improvement area integrations concerned dialogues where customers received 

general help but could have gotten perfect assistance if the company had implemented 

the possibility to communicate with our internal backbone IT-systems. Change driven 

by this category of suggestions is not possible for the AI trainer alone, but the analysis 

may be used to driving other change processes associated with the chatbot. 
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The improvement area entities covered dialogues in which the chatbot could have 

utilized the specific information given by the customer to give more precise and per-

sonalized answer and help. Customers expect a chatbot to be able to utilize facts (such 

as customer number, invoice number, product series number, name, address etc.).  For 

instance, when a customer reports on issues with a specific phone number, the entity 

is phone number and the chatbot may make a search in the internal systems for this 

entity without starting with a general intent and asking clarifying questions.  

The improvement area buttons is about the number of buttons and the content with-

in the buttons for the chatbot response associated with a particular intent. During the 

analysis, it was noted that some customers fail to use buttons provided by the chatbot. 

This motivated suggestions for improvement concerning the phrasing of text introduc-

ing the buttons and the visual representation of the buttons. The number of buttons 

seems to be less important than the quality and relevance of the buttons. 

The improvement area false positive concerned measures to avoid that the chatbot 

erroneously predicts a particular intent. False positives may lead to senseless, illogical 

and self-contradictory conversations, and are particularly important to avoid as this 

may reduce customers' trust in the chatbot [5]. Suggestions for improvement con-

cerned updates to the training data of the chatbot. 

The improvement area Language not supported concerned languages not supported in 

current implementation of the chatbot. Suggestions for improvements concerning lan-

guage may be part of more comprehensive updates in the chatbot rather than the contin-

uous work of the AI trainer.  

6 Discussion and Further Work 

The presented findings show how analysis of chatbot dialogue may provide a basis for 

understanding and improving chatbot conversational capabilities. In the following we 

first discuss the findings with regard to request resolution, quality in conversations 

and suggestions for improvement. Following this we summarize lessons learnt for 

theory and practice before suggesting future work. 

6.1 Analysis to Understand and Improve Chatbot Dialogue 

The presented analysis first provided insight into chatbot request resolution. About 

one quarter of the customer requests were found to be directly resolved in the chatbot. 

About one quarter was directly handed over to human personnel. And 14% were 

handed over to human personnel following the customer's repetition of the same ques-

tion, taken to signify failed conversations. Resolved customer requests represent a 

benefit both from the customer perspective, in terms of rapid resolution, as well as 

from company perspective, in terms of cost savings in customer service. A resolution 

rate of 24% is promising in an early phase chatbot, such as Telmi, and should be mon-

itored to make sure it increases over time. Customer requests handed over to human 

personnel are assumed to provide an adequate customer experience. Previous work 

[6] has shown that chatbot failure to resolve an issue does not represent a significantly 
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reduced customer experience as long as human help is offered immediately. Hence, 

the majority of customer requests are likely handled in a way that is acceptable to 

users. The most pressing challenges in chatbot request resolution are reflected in the 

requests which the chatbot neither understood nor offered escalation to a human cus-

tomer service representative (17%). Also, the dialogues abandoned by the user (7%) 

are cause for concern. These chatbot conversations illustrate that diligent training is a 

necessity in the development and maintenance of a chatbot for customer service.  

Rating chatbot quality in conversation was found to be a useful approach to such 

chatbot training. In particular, dialogues categorized as poor offered substantial in-

sight into the characteristics of dysfunctional dialogues and opportunities for im-

provements. It is interesting to note that while poor quality often is due to issues in the 

chatbot knowledge base, also customer behaviour and service provider issues cause 

problems. Customer behaviour as cause of poor chatbot quality, suggests the need for 

customers to get used to and better understand how to use chatbots for customer ser-

vice. This corresponds to findings done in studies of conversational agents (e.g. [15]) 

where users were found to hold insufficient mental models of chatbot capabilities. 

Interaction design improvements, in particular improved onboarding dialogue, as well 

as customers' increased experience with chatbots may help resolve this issue. 

Chatbot issues may be substantially mitigated through thoughtful and targeted 

training. This is mainly the job of the AI trainer, identifying and implementing poten-

tial improvements in the chatbot knowledge base. The findings suggest that the train-

ing requires issues and opportunities for improvement to be identified through qualita-

tive analysis of dialogues. While some types of dialogue issues help identify needs for 

change in the training data for the chatbot intents, other types help identify the need 

for new and reworked dialogues, yet other types help identify opportunities for im-

provement in the chatbot content. While large volumes of chatbot conversations are 

available to inform the training, the analysis driving the training nevertheless benefit 

from thoughtful qualitative analysis of relatively small samples of chatbot dialogue. 

Hence, chatbot training requires skills in sampling and in-depth qualitative analysis, 

in addition to written communication skills and experience in the customer service 

domain. 

6.2 Implications  

Implications for theory. The presented study has implications for theory and prac-

tice. Specifically, we note the following implications for theory: 

 Chatbot dialogues are a valuable source of user insight. Chatbot dialogues 

may provide insight into user behaviour and preferences for chatbots for custom-

er service. Future research is needed on how to purposefully exploit this data 

source. 

 Successful chatbot conversations depend on the user, the chatbot, and the 

service provider. While quality in the chatbot, in particular the chatbot conversa-

tional design, is critical for successful dialogues, also some maturity may be re-

quired in the user and the service provider. Future research is needed on how to 

bring about such user maturity in an efficient manner. 
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Implications for practice. We accentuate the following implications for practice:   

 The need for diligence in chatbot training. Chatbots for customer service rep-

resents a substantial opportunity for service improvement in service provision. 

However, for this to be realized diligence in training is required also when the 

chatbot has moved from development to maintenance. This is likely particularly 

true in a domain characterized by rapid changes in service offerings and customer 

needs. 

 The benefit of cross-disciplinary teams. Training chatbots require a broad 

range of skills, including data sampling, analysis, updating training data, manag-

ing large hierarchies of intents, and writing compelling conversational content. 

Also, in-depth knowledge of customer service is needed. Hence, it may be bene-

ficial to involve cross-disciplinary teams in training, as in the presented study.  

6.3 Limitations and Future Work 

While the study provided valuable insights, it also has important limitations. First, the 

study only presented the analysis of chatbot dialogue in one company. Hence, the 

generality of the findings needs to be validated in future research involving other 

service providers and other markets. Second, the presented analysis was conducted by 

only one team, which imply the risk of bias in analysis. Hence, the study would bene-

fit from replication with other teams. Finally, the study only covered parts of the pro-

cess involved in the training of chatbots – the analysis and identification of potential 

improvements. It would be interesting to see future work also covering the later phas-

es of the training process, including implementation of potential improvements and 

subsequent validation. It would also be useful if future work could aim to develop a 

method for assessing the value of chatbot training in terms of improved request reso-

lution, quality in conversation, and customer experience. 

In conclusion, the presented study represents a first step towards establishing the 

needed knowledge base on analysis of chatbot dialogue and chatbot training. We hope 

that this first step may motivate the research needed for improved chatbot training, as 

we believe this is critical for the future success of chatbots for customer service.  
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