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Abstract. Due to the complexity of natural language, chatbots are prone to mis-

interpreting user requests. Such misinterpretations may lead the chatbot to pro-

vide answers that are not adequate responses to user request – so called false 

positives – potentially leading to conversational breakdown. A promising repair 

strategy in such cases is for the chatbot to express uncertainty and suggest likely 

alternatives in cases where prediction confidence falls below threshold. Howev-

er, little is known about how such repair affects chatbot dialogues. We present 

findings from a study where a solution for expressing uncertainty and suggest-

ing likely alternatives was implemented in a live chatbot for customer service. 

Chatbot dialogues (N = 700) were sampled at two points in time – immediately 

before and after implementation – and compared by conversational quality. Pre-

liminary analyses suggest that introducing such a solution for conversational 

repair may substantially reduce the proportion of false positives in chatbot dia-

logues. At the same time, expressing uncertainty and suggesting likely alterna-

tives does not seem to strongly affect the dialogue process and the likelihood of 

reaching a successful outcome. Based on the findings, we discuss theoretical 

and practical implications and suggest directions for future research. 
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1 Introduction 

Correctly interpreting users' input and returning adequate responses is key to user 

experience and trust in chatbots for customer service [15]. However, due to the inher-

ent complexity in conversational interaction [2], chatbots often fail in this regard. 

Such failure represents a substantial challenge to the uptake of chatbots. A recent 

industry report [5] found concern about the chatbot making a mistake restrains chat-

bot use for 30 per cent of respondents in a representative US survey. 

Provided that users' requests are within the scope of a chatbot, interpretation failure 

typically leads to one of two outcomes: the chatbot responding with an answer that 

does not fit the user request (false positive) or the chatbot responding with a fallback 
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message acknowledging that it does not understand and inviting the user to rephrase 

(false negative); both being potentially frustrating to users [13]. In particular, because 

such responses are not sensitive to how conversational repair is conducted in human-

human conversation [2]. 

To strengthen capabilities for conversational repair, some chatbots are set up to ex-

press uncertainty in the event that prediction confidence is in the lower acceptable 

range, or that two or more interpretations of the user request have high but similar 

prediction confidence levels, and then propose one or more alternatives for future 

direction in the conversation. However, little is known regarding the effect of this 

approach to conversational repair in chatbots. Specifically, there is a lack of 

knowledge concerning its effects on the conversational process and outcome. 

To address this gap in current knowledge, we present a study where a solution for 

expressing uncertainty and suggesting alternatives was implemented in a live chatbot 

for customer service. To investigate the effect of the solution, two samples of chatbot 

dialogue, from immediately before and after implementation, were analysed and 

compared with regard to the chatbot responses, the conversational process, and the 

conversational outcome. In this paper, we present and discuss preliminary findings.  

The study contributes needed insight into how expressing uncertainty and suggest-

ing likely alternatives affects chatbot interaction and is as such an important step to-

wards strengthened conversational repair in chatbots. 

2 Background 

Dialogues involving chatbots for customer service are a distinct form of conversation. 

Nevertheless, this form of communication resembles communication between humans 

and designers of chatbots draw on communication science to understand how to ap-

proach conversational design [11] and to analyze human-chatbot interaction [14]. 

Specifically, the work of Searle on speech acts [19], and Grice on the cooperative 

principle in conversation [10], motivates current chatbot conversational design, as 

does work within the field of conversation analysis [e.g. 16, 18].  

For customer service, users are typically seen to engage in dialogue with chatbots 

to achieve a specific task, usually to get help or information, with the role of the chat-

bot being to cooperatively support in this task – for example by aiming for providing 

correct and relevant information, and avoiding unneeded content, ambiguity, and 

misinformation. In consequence, dialogues with customer service chatbots are typical-

ly highly oriented towards task completion, often with relatively few turns [21]. 

Interaction with chatbots for customer service typically follow a pattern of simple 

pairs of utterances [21], so-called adjacency pairs. Relevant adjacency pairs include 

inquiry-answer, offer-accept/reject, request-grant/deny, as well as pairs for pleasant-

ries such as greeting and farewell [14]. In conversation between humans, adjacency 

pair sequences are often expanded by inclusion of other sequences – for example to 

clarify or modify the initial utterance. Such expansion may also be seen in human-

chatbot interaction – for example when the chatbot expresses uncertainty to identify 

conversational trouble sources.  
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2.1 The Chatbot Interpretation Challenge 

Current chatbots are often implemented with natural language processing as a core ca-

pability. Here, users typically input their request in free text. This text is processed by 

the chatbot, and the users' intents are predicted based on the set of predefined user in-

tents available to the chatbot. When prediction confidence is above a given threshold, 

the chatbot responds to the user with the content associated with the predicted intent. 

However, due to the complexity of natural language interaction, predicting users' 

intents is challenging [21]. Prediction confidence may be low due to a lack of fit be-

tween the user request and available training data. Or more than one user intents may 

have similar prediction confidence levels. In such instances, the chatbot is at substan-

tial risk of either responding with an answer that does not match the user request – so 

called false positives – or responding with a fallback message even though it poten-

tially had available adequate answers to the user requests – so called false negatives. 

This chatbot interpretation challenge is critical. In particular, for the use of chatbots 

in the customer service domain, as this is one of the main use-cases for chatbots with 

intent prediction through natural language processing capabilities. Here, users report 

correct interpretations and adequate responses as a key driver of trust in chatbots [15]. 

Likewise, industry reports show the importance of chatbots providing reliable help 

and support to users [5, 9]. For a broad popular uptake of chatbots, it will be of para-

mount importance to mitigate the chatbot interpretation challenge. 

2.2 Expressing Uncertainty and Suggesting Alternatives as Repair Strategy 

While quality in interpretation is important, it should be noted that perfect interpretation 

in natural language conversation is an unrealistic goal. Even in conversation between 

humans, misinterpretation is prone [17]. Hence, a more realistic goal is for conversa-

tional design to enable efficient repair when the conversation is at risk of breaking 

down. As described by Dingemanse et al. [4], conversation is a process of continuous 

breakdown and repair. Hence, an inventory of repair strategies is found across lan-

guages. Indeed, many response errors such as false positives can be fixed in advanced 

through improving training data [21]. However, completely avoiding interpretational 

troubles in conversation is unrealistic in chatbots [11], as it is between humans [3]. 

Hence, conversational repair mechanisms are required when designing a system for 

human-like communication purposes [11]. Specifically, a repair mechanism is needed 

for the situation where the chatbot fails to interpret the user input with sufficient certain-

ty. In linguistics research such mechanisms are known as other-initiated repair [12]. In 

human-human interaction other-initiated repair adjusts an asymmetry in knowledge 

states that might prevent continued intersubjective understanding in the talk-interaction, 

and requires action on the part of the speaker of the trouble-source [18]. 

Recipients initiate repair mechanisms with basic format types, typically catego-

rized as open or restricted, with restricted types being further split into the sub-types 

of requests, offers, and alternatives. Examples of different types of other initiated 

repair in human-human conversation is provided in Table 1. 
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Table 1. Examples of repair types in human-human dialogue 

Other initiated repair types Examples in human-human dialogue 

Open repair Huh? 

Restricted repair – request She said she wanted to marry who? 

Restricted repair – offers You wanted to order a new credit card? 

Restricted repair – alternatives Did you say tacos or pizza? 

 

Different types of repair initiations have different levels of power with regard to local-

izing and resolving the trouble source. In human-human interaction interpretational 

challenges are typically first met with low-power repair initiation, such as open repair, 

and only incrementally increase the power of their initiation if a more precise identifi-

cation of the trouble source is needed.  

Restricted repair with offers or alternatives, also referred to as other-initiated oth-

er-repair is seen as a high-power repair initiation, but is less used in human-human 

communication compared to open repair and restricted repair with requests [18]. Re-

stricted repair with offers or alternatives is often accompanied with expressions of 

hesitation or reluctance as marks of uncertainty [1]. 

Repair mechanisms in human-human communication have motivated repair mech-

anisms in chatbots, and different approaches to chatbot repair initiation are available – 

including fallback responses, corresponding to open repair, and more powerful re-

stricted repair with offers or alternatives.  

Ashtorab et al. [2] detailed current approaches to conversational repair in chatbots. 

Among these, they present repair where the chatbot ask for confirmation regarding a 

single path forward (restricted repair – offers) and repair where the chatbot presents 

several likely options (restricted repair – alternatives). Both forms of repair, as de-

scribed by Ashtorab et al., include expressions of uncertainty (e.g. "I'm not sure if I 

understood"), serving as markers of potential conversational breakdown. As such, 

these forms of repair in chatbots comply with the pattern for other-initiated other-

repair discussed [1]. Potentially such repair may serve to make the chatbot dialogue 

run more smoothly, as it serves to signal to the user that repair may be needed, while 

at the same time doing this in a manner that is in line with established dialogue pat-

terns.  

Ashtorab et al. [2] found users to prefer restricted repair with uncertainty expres-

sion to other repair strategies. However, as their study was conducted as a question-

naire approach with different repair strategies only shown as examples to users, there 

is a lack of knowledge concerning the possible effects of expressing uncertainty and 

suggesting likely alternatives as repair strategy in actual chatbot dialogues. 

3 Research Questions 

Motivated by the lack of knowledge on the effect of expressing uncertainty to initiate 

restricted repair, we explicated the following research question: 
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How does expressing uncertainty and suggesting likely alternatives affect chatbot 

dialogues – at the message level, process level, and outcome level? 

When setting up the research question, we assumed that effects of this other-

initiated other-repair strategy may be found at the message level as well as at the lev-

els of dialogue process and outcome. 

At message level we assumed that chatbot expressions of uncertainty would serve 

to modify responses which would otherwise have been false positives, provided that 

the repair feature actually was triggered by user requests likely to return false positive 

responses, and not triggered by user requests likely to trigger relevant answers. Spe-

cifically, we assumed that the proportion of false positives would be reduced whereas 

the proportion of relevant responses would remain unchanged.   

At dialogue process level, we were curious on which effect uncertainty expressions 

and suggestions of likely alternatives would have. On the one hand, avoiding false posi-

tives and instead suggesting alternatives may be more in line with Grice's cooperative 

principle [10], and hence lead to a more effective dialogue process. On the other hand, 

suggesting alternatives may potentially lead the user astray and hence imply a diver-

gence from completing the intended task and – in consequence – a less directed process. 

At dialogue outcome level, we assumed that phrasing the repair initiation as an un-

certainty expression, closely aligning this to how such repair is phrased in human-

human interaction [1], may encourage users more often to pursue the conversation to 

its conclusion and, hence, more often benefit the provided help. 

4 Method 

To investigate the research question, we conducted a study of user dialogues with a 

chatbot for customer service. This is arguably a relevant type of chatbot for the study 

as chatbots for customer service typically are set up with natural language processes 

at their core, where users may ask a wide range of questions in free text [7].  

The study was set up as a quasi-experiment [20], exploiting the implementation of 

a solution enabling the chatbot to express uncertainty and suggest likely alternatives 

in response to requests for which the users' intents could not be confidently predicted. 

We conducted a content analysis of chatbot dialogues and compared codes for dia-

logues pre- and post-implementation. 

It should be noted that the implementation was not accompanied with other chang-

es or promotions of the chatbot. Hence, any difference in the two samples, before and 

after implementation, was likely due to the implementation itself. 

 

4.1 The Case – Implementing a Solution for Expressing Uncertainty and 

Suggesting Likely Alternatives 

The study was conducted in collaboration with a service provider offering chatbot 

interaction as a first line of support in their chat-based customer service. The chatbot 

received more than 1000 support requests pr. week. In instances where the chatbot 
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was not able to answer, customers were offered escalation to chat with customer ser-

vice representatives.  

To improve the quality of chatbot interaction, the service provider implemented a 

solution where the chatbot expressed uncertainty and offered candidate interpretations 

or paths forward in response to instances of prediction confidence in the lower ac-

ceptable range. 

Prior to this implementation, the chatbot could respond to user requests only with 

an answer intended to address a specific user intent or with a fallback response telling 

the user that it did not understand and offering to escalate to a customer service repre-

sentative. See below for examples of false positive response and fallback response. 

Example false positive response1: 

- User: Can I please cancel my order for [specific product]? 

- Chatbot: I can help you with [specific product]. Please choose one of these op-

tions: Order [link], information [link], replace [link]. 

Example fallback response: 

- User: Could you please tell me which service provider offers [specific product]? 

- Chatbot: I am sorry, I do not understand. Please let me know if you want to 

chat with a customer service rep [link]. 

Following implementation of the solution, the chatbot would express uncertainty 

and suggest one or more likely alternatives when prediction confidence for one spe-

cific intent was in the lower acceptable range, or when two or more intents had com-

peting prediction confidence. Uncertainty expressions were phrased in a distinct man-

ner in the chatbot, as in the examples below. 

Example of chatbot expressing uncertainty regarding one specific intent –

prediction confidence in lower acceptable range: 

- User: hello I cannot seem to remember my password? 

- Chatbot: I may not have understood all of what you ask, but maybe I can help 

you with this: Password user account [link] 

Example of chatbot expressing uncertainty regarding two or more intents –all with 

similar prediction confidence: 

- User: I have received a new version and need to activate it by going to my user 

account. 

- Chatbot: I may not have understood all of what you ask, but maybe I can help 

you with this: Activation [link], login details [link]. 

4.2 Sampling and Analyzing Chatbot Dialogue 

Chatbot dialogues were randomly sampled from the week immediately preceding 

implementation of the solution for expressing uncertainty and suggesting likely alter-

natives, and the week immediately following the implementation. In total, 1400 dia-

 
1  All dialogue examples in the paper are paraphrased. 
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logues were sampled; 100 for each day of the two weeks. For the preliminary analysis 

presented in this paper, we analysed half of these dialogues; 350 from the week im-

mediately preceding implementation and 350 for the following week. In total 700 

dialogues across the pre- and post-implementation samples. 

The dialogues were analysed through a content analysis approach [6]. The content 

analysis was based on a coding framework established prior to analysis in collabora-

tion with the chatbot provider and the service provider owning the chatbot. 

Individual messages were coded in terms of response adequacy – with specific 

concern for false positives, false negatives, expected fallback, and expressions of 

uncertainty. User messages containing only pleasantries such as "hi" and "thank you" 

were not included in this analysis. 

Table 2. Coding topics and categories used for content analysis 

Topics Categories Description 

Response 

adequacy 

(message 

level) 

False positive 

Relevant response 

Fallback – false nega-

tive 

Fallback – out of 

scope 

Expressing uncertain-

ty – relevant 

Expressing uncertain-

ty – not relevant 

Response not relevant for user request 

Response relevant for user request 

Fallback though user request is within chatbot scope 

Fallback when user request is outside chatbot scope 

Response expresses uncertainty and suggests one or 

more alternatives – one of these relevant. 

Response expresses uncertainty and suggests one or 

more alternatives – none of these relevant. 

Dialogue 

directedness 

Single direction 

 

Multiple directions 

Dialogue with only one direction throughout 

Dialogue progressing in two or more directions 

Dialogue 

conclusive-

ness 

Inconclusive – no 

escalation offered 

Inconclusive – escala-

tion offered 

Conclusive – no esca-

lation required 

Conclusive – escala-

tion required. 

Dialogue terminates without relevant answer or path 

to resolution 

Dialogue terminates without relevant answer, but 

with an offer of escalation 

Dialogue terminates with relevant answer or link to 

relevant online resource 

Dialogue terminates with escalation required accord-

ing to company policy 

Dialogue 

helpfulness 

No relevant help 

Help offered but not 

used 

Help offered and 

likely used 

Escalation offered 

No relevant help offered in the dialogue 

Relevant help offered but not used (link to online 

resource not clicked) 

Relevant help offered and used (link to online re-

source clicked or in-text help available) 

Escalation offered as per company policy or due to 

chatbot not understanding. (The log data did not detail 

whether or not the offered escalation was used.) 
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Conversations were coded in terms of conversational process, including dialogue 

directedness, and conversational outcome, including dialogue conclusiveness and 

dialogue helpfulness.  

Topics of analysis and coding categories are presented in Table 2. Each message 

and conversation were coded corresponding to a yes / no for all relevant coding cate-

gories.  

Analysis was conducted by the first author. The second author was involved in de-

liberation during analysis. Following coding, the significance of differences between 

the pre- and post-implementation samples were investigated with Chi-Square tests. 

 

5 Findings 

In this section we present the results of the analysis of the conversational quality, in 

terms of the adequacy of chatbot responses, conversational process (dialogue direct-

edness) and conversational outcome (dialogue conclusiveness and helpfulness). Be-

fore this, we provide a descriptive overview of the analysed conversations. 

5.1 Descriptive Overview 

The 700 analysed chatbot dialogues were typically brief exchanges only. The majority 

included just the initial user message and subsequent chatbot response (64% pre-

implementation; 62 % post-implementation). About one quarter included two user 

messages (21% pre-implementation; 26 % post-implementation). Very few included 

three or more user messages (14% pre-implementation; 12% post-implementation). 

Conversations were typically task oriented with less than 10% including user pleas-

antries such as "hi", "hello!", or "thank you :-)". We see the sample as allowing for 

adequate investigation of dialogue process and outcome within the customer service 

domain, as such dialogues typically are brief and task-oriented [21]. 

A typical example of chatbot dialogue with one user message is as follows: 

- Chatbot: Hi. I am the chatbot of [Service Provider]. How can I help? 

- User: I need to change [product] as it has stopped working. 

- Chatbot: You can easily request a replacement. You will receive it within about 

one week. Please order here [link] 

Overall, the pre- and post-implementation samples held similar descriptive charac-

teristics, in terms of bot volume of messages from the chatbot (1855 vs. 1918) and 

messages from the users – both when including messages with pleasantries (605 vs. 

592) and when excluding messages with pleasantries (522 vs. 523). 

5.2 Response Adequacy 

Pre-implementation chatbot responses were markedly different from post-

implementation responses in terms of false positives. Whereas false positives were 



9 

rife in pre-implementation dialogues, these were remarkably less frequent post-

implementation (30% vs. 11%), a significant difference following a Chi-Square test 

(χ2=54.94, df=1, p<.01). Instead, the post-implementation dialogues included, as ex-

pected, a substantial proportion of responses expressing uncertainty and suggesting 

alternatives.  

At the same time, the proportions of relevant responses were similar across pre- 

and post-implementation (56% vs. 59%), a non-significant difference (χ2=1.19, df=1, 

p=.28). However, 16% of the relevant responses in the post-implementation sample 

(51 of 311) were presented expressing uncertainty.  

Also, the proportions of fallback responses were similar across pre- and post-

implementation (14% vs 15%), a non-significant difference (χ2=.12, df=1, p=.73). 

Details on response adequacy are provided in Table 3. 

Table 3. Comparison of response adequacy across the pre- and post implementation samples 

Response adequacy Pre-implementation Post-implementation 

False positives 157 (30%) 60 (11%) 

Relevant responses 293 (56%) 260 (50%) 

Fallback – false negatives 4 (1%) 5 (1%) 

Fallback – out of scope 68 (13%) 71 (14%) 

Expressing uncertainty – relevant - 51 (10%) 

Expressing uncertainty – not relevant - 76 (15%) 

5.3 Dialogue Directedness 

The effect on the conversational process of the chatbot expressing uncertainty and 

suggesting alternatives was investigated by considering dialogue directedness in the 

pre- and post-implementation sub-samples.  

To illustrate the notion of dialogue directedness, the example below shows a dia-

logue coded as including two directions. The first direction concerns ordering a prod-

uct. The second direction, due to the last chatbot response being a false positive, con-

cerns not receiving the product. 

- Chatbot: Hi. I am the chatbot of [Service Provider]. How can I help? 

- User: I wish to order a [product category], but I get the feedback that I do not 

have a user account. 

- Chatbot: I can help you with [product category]. Chose an alternative: Order 

[link], Cancel [link] 

- [Link clicked] 

- User: This does not work. 

- Chatbot: If you have ordered [product category] and not received it within 

about a week, you may please chat with a customer service representative 

[link] 
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The proportions of dialogues containing only a single direction – a telltale of effi-

cient conversations – were similar across pre- and post-implementation (70% vs. 

75%), a non-significant difference (χ2=1.84, df=1, p=.18). 

5.4 Dialogue Conclusiveness 

Dialogue conclusiveness concerns whether the dialogue reaches a point where the 

user is provided help in the text or offered a path to needed help in other channels – 

the customer service webpage or escalation to a customer service representative. To 

illustrate the notion of dialogue conclusiveness, it may be useful to consider two con-

clusive dialogue examples – one without a need to escalate to a customer service rep-

resentative, the other with such a need. 

Example of conclusive dialogue – escalation not required: 

- Chatbot: Hi. I am the chatbot of [Service Provider]. How can I help? 

- User: How do I make a reclamation on my product when it has been in an un-

fortunate incident. 

- Chatbot: You can initiate reclamation at the customer website. When there, just 

choose your product and then choose 'make a reclamation'. Go to reclamation 

[link] 

Example of conclusive dialogue – escalation required as per company policy: 

- Chatbot: Hi. I am the chatbot of [Service Provider]. How can I help? 

- User: Cancel subscription. 

- Chatbot: If you want to cancel your subscription, you need to chat with a cus-

tomer service representative. Chat with representative [link] 

The proportions of the different categories of dialogue conclusiveness were fairly 

similar across the pre- and post-implementation samples. The largest difference be-

tween the pre- and post- implementation samples was found for dialogues categorized 

as inconclusive – no escalation offered (27% vs. 21%), a difference bordering signifi-

cance (χ2=3.76, df=1, p=.05). However, there was no difference between the samples 

for dialogues categorized as conclusive – no escalation required (37% vs. 37%), 

(χ2=0.02, df=1, p=.87). Overall, the findings on dialogue completeness may suggest a 

slight tendency for dialogues to more often lead to the chatbot offering escalation in 

the post-implementation sample.  

Table 4. Comparison dialogue conclusiveness across the pre- and post implementation samples 

Dialogue conclusiveness Pre-implementation Post-implementation 

Inconclusive – no escalation offered 96 (27%) 74 (21%) 

Inconclusive – escalation offered 48 (14%) 56 (16%) 

Conclusive – no escalation required 130 (37%) 128 (37%) 

Conclusive – escalation required. 76 (22%) 92 (26%) 
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5.5 Dialogue Helpfulness 

Dialogue helpfulness concerns whether the user is likely to have benefitted from the 

help provided by the chatbot. Such benefit may be assumed when the user has clicked 

a link leading to a relevant online resource, or when the user has been offered escala-

tion required as per company policy. Below is an example of a dialogue coded as 

helpful. This particular dialogue also includes the chatbot expressing uncertainty and 

offering alternatives. 

- Chatbot: Hi. I am the chatbot of [Service Provider]. How can I help? 

- User: Hi. I have recently had some problems regarding my product and with 

logging in. 

- Chatbot: I am not sure I understood your entire question, but I can help you 

with the following: Product [link], Login [link] 

- User [Choosing]: Login 

- Chatbot: I can help you with login. Please click here to continue [link] 

- User [link clicked] 

The pre- and post implementation samples did not differ significantly in terms of 

dialogue helpfulness. The largest differences between the pre- and post-

implementation samples were found for dialogues categorized as no relevant help 

(27% vs. 21%) and escalation offered (35% vs. 42%), both differences bordering 

significance (No relevant help: χ2=3.82, df=1, p=.05. Escalation offered: χ2=3.46, 

df=1, p=.06). This may suggest a slight tendency for dialogues in the pre-

implementation condition to more often lead to no relevant help, and for dialogues in 

the post-implementation to more often lead to the chatbot offering escalation.  

However, the pre- and post-implementation samples were found to have similar 

distributions for help offered and likely used (29% vs. 26%), a non-significant differ-

ence (χ2=0.71, df=1, p=.40). Details on the codes associated with dialogue conclu-

siveness are provided in Table 5. 

Table 5. Comparison dialogue conclusiveness across the pre- and post implementation samples 

Dialogue conclusiveness Pre-implementation Post-implementation 

No relevant help 94 (27%) 72 (21%) 

Help offered but not used 30 (9%) 38 (11%) 

Help offered and likely used 102 (29%) 92 (26%) 

Escalation offered 124 (35%) 148 (42%) 
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6 Discussion 

6.1 How Does Expressing Uncertainty and Suggesting Alternatives Affect 

Chatbot Interaction? 

Previous research has suggested that users may prefer chatbots to initiate conversa-

tional repair by expressing uncertainty as part of other-initiated other-repair [1]. How-

ever, there has been a lack of knowledge concerning how such expressions of uncer-

tainty may affect user behaviour in actual dialogue with chatbots, and also the impact 

of varying ways of expressing uncertainty. Such knowledge is important, as uncer-

tainty expressions is a highly relevant means of conversational repair in chatbots of 

different domains, in particular chatbots for customer service. 

In our study, we find that a chatbot expressing uncertainty and suggesting alterna-

tives may substantially reduce false positives in chatbot dialogues. The chatbot is trig-

gered to express uncertainty when prediction certainty is in the lower range of what is 

acceptable for the most likely intent, or when prediction certainty is similar for two or 

more intents. In doing so, a substantial proportion of what would have been false posi-

tives are replaced by the chatbot expressing uncertainty. On the level of chatbot mes-

sages, it is noteworthy that the proportion of fallback due to the chatbot not understand-

ing, as well as the proportion of relevant responses, remain fairly unchanged. 

While it may be assumed that reducing the proportion of false positives will be bene-

ficial for user experience, it was seen as important to investigate also how expressing 

uncertainty and suggesting alternatives affected the conversation process and outcome.  

The conversational process hardly seems affected, as no difference was found in the 

number of directions in the chatbot conversations of the pre- and post-implementation 

samples. Likewise, the descriptive overview showed the number of user messages to be 

stable across the to samples. Users, hence, do not seem thrown off track by the chatbot 

expressing uncertainty, which is comforting. However, they do not seem to become more 

effective or directed due to a reduction in the proportion of false positives. 

The conversational outcome also did not seem strongly affected by expressing un-

certainty and suggesting likely alternatives. In particular, it is noteworthy that the 

proportion of dialogues leading to the chatbot offering help that is likely used is stable 

regardless of the chatbot expressing uncertainty or not. Some small tendencies to 

outcome changes were noted, though. A slightly larger proportion of dialogues after 

implementation than before, users were escalated to a customer service representative 

– as opposed to being left without relevant help offered. From a customer perspective, 

such a change – however small – likely represent an improvement. Previous work 

suggests that being escalated to a human customer service representative is not detri-

mental to user experience [8], whereas not getting needed help clearly is. Our findings 

concerning effects on conversational outcome, however, are weak and will need to be 

corroborated with later more comprehensive analyses. 
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6.2 Implications for Practice 

Our study findings hold several practical implications. Below we summarize those we 

see as particularly important.  

• Expressing uncertainty and suggesting likely alternatives a feasible approach 

to conversational repair: The tested approach is a feasible option for conversa-

tional repair in chatbots. Targeting intent predictions of low-range prediction cer-

tainty, or predictions with more than one candidate intent with similar prediction 

certainty may effectively reduce false positives. 

• Expressing uncertainty and suggesting likely alternatives without major im-

pact on dialogue process and outcome: Service providers do not seem to be at 

risk of negative implications when introducing chatbots expressing uncertainty 

and suggesting likely alternatives. The potential small effects on dialogue level 

which are hinted at in this study are of a character that would be beneficial for 

customer experience – though such effects would need to be further corroborated. 

• Expressing uncertainty and suggesting alternatives does not replace the need for 

diligent chatbot training: While expressing uncertainty may improve the dialogue 

as false positives are reduced, improving prediction accuracy is likely to require dil-

igent training, by continuous expanding and reworking training data sets. 

It may also be noted that a possible implication of the presented study, is a reusable 

framework for assessing the effect of improvements in chatbot conversational repair. 

Specifically, we find the distinction between effects at message level and dialogue 

level to be useful, as well as the distinction between effects at the level of conversa-

tional process and conversational outcome. 

6.3 Limitations and Future Research  

In this study we have presented a preliminary analysis of the effect of uncertainty 

expressions and suggestions of likely alternatives in a chatbot for customer service. 

The study is early phase and includes samples for only one implementation. Moreo-

ver, as the sample was gathered the first week after implementation of the implemen-

tations of such uncertainty expressions, the data does not provide insight in possible 

long-term changes in the effects of expressing uncertainty. The preliminary character 

of the study is an important limitation, and further research is needed with larger sam-

ples and multiple implementations across longer periods of use. 

Nevertheless, we consider the findings on chatbot response adequacy, in particular 

the findings on reductions in the proportion of false positives, to clearly suggest that 

this approach to conversational repair in chatbots may be feasible and effective. 

For future work, we also foresee similar studies of the effect of other approaches to 

conversational repair. This is an important topic, in particular for chatbots heavily reli-

ant on natural language processing, such as chatbots for customer service. We hope that 

the presented framework for analysis may inspire future research on this topic.  
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